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BEDTools– Genome Arithmetic

• Borrowed from Aaron Quinlan, BEDTools author
• Genome file types/formats

– format types
– BED files

• Overview of genome features
• Genome arithmetic

– approaches
– UCSC "binning" algorithm

• Introduction to BEDtools
– intersection / window / many more

Biol4230 Thurs, March 22, 2018
Bill Pearson  wrp@virginia.edu 4-2818  Pinn 6-057
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To learn more:
File formats:
1. http://genome.ucsc.edu/FAQ/FAQformat
2. Mills (2014) Curr. Protoc. Bioinform. 45:A.1B.1-

A.1B.18
BEDTools:
1. http://bedtools.readthedocs.org
2. Quinlan, A. R. BEDTools: The Swiss-Army Tool for 

Genome Feature Analysis. Curr Protoc
Bioinformatics 47, 11.12.1–11.12.34 (2014).

3. Galaxy Screencasts: http://main.g2.bx.psu.edu/
4. Download genome features from UCSC and use 

BEDTools on the command line
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Analysis of transcription regulation
1. Affy-chip/RNA-seq for RNA expression levels
2. Identify differentially expressed genes (edgeR, 

DESeq2)
– (possibly) identify subsets of genes associated with 

different pathways
3. Isolate regions of DNA around (pathway-

specific) coordinately expressed (induced) 
genes

– BEDtools
4. Take collections of candidate regulatory regions 

and look for common DNA motif
– meme, HOMER
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Genome file formats:

Data Alignment Feature

GenBank SAM/BAM GFF2/GTF

EMBL Axt GFF3

FASTA MAF VCF

FASTQ Chain BED/bigBED

Stockholm bedGraph

WIG/bigWIG
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Mills (2014) Current Prot. in Bioinfo. 
Appendix A.1B.1-A.1B.18
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Genome data file formats:
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Mills (2014) Current Prot. in Bioinfo. 
Appendix A.1B.1-A.1B.18

• FASTA:
>sp|P09488|GSTM1_HUMAN 
MPMILGYWDIRGLAHAIRLLLEYTDSSYEEKKYTMGDAPDYDRSQWLNEKFKLGLDFPNLPYLI 
DGAHKITQSNAILCYIARKHNLCGETEEEKIRVDILENQTMDNHMQLGMICYNPEF 

• FASTQ (FASTA with quality scores)
@UNC10-SN254_238:4:1101:1351:51174/1 
CTTCGCGGTAGCTGGGACCGCCGTTCAGTCGCNAATANGCNGCTCTNTGT
+
B@CFFFFFDFHHHJJJJJJIIJJ@FHHJGIJJ##################
@UNC10-SN254_238:4:1101:1351:7840/1 
ATTTTTTCACATGGAGCAGGAACTGGAGTAAATGCAANACNGTGTTNTAA
+
CCCFFFFFHHHHHJIIIJIJIIGIIJHIGGHIIIHIG############# 

Genome feature file formats:
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Mills (2014) Current Prot. in Bioinfo. 
Appendix A.1B.1-A.1B.18

• GFF/GTF/GFF2:
##gff-version 2
##Type Protein

##sequence-region P09488 1 218
P09488  UniProtKB mature_protein_region 2  218  .  .  .  Note "Glutationne S-trans. Mu 1"
P09488  UniProtKB polypeptide_domain 2   88  .  .  .  Note "GST N-terminal"
P09488  UniProtKB polypeptide_domain 90  208  .  .  .  Note "GST C-terminal"
P09488  UniProtKB polypeptide_region 7    8  .  .  .  Note "Glutathione binding"
P09488  UniProtKB polypeptide_region 46   50  .  .  .  Note "Glutathione binding"
P09488  UniProtKB polypeptide_region 59   60  .  .  .  Note "Glutathione binding"
P09488  UniProtKB polypeptide_region 72   73  .  .  .  Note "Glutathione binding"
P09488  UniProtKB binding_motif 116  116  .  .  .  Note "Substrate"
P09488  UniProtKB alt_seq_site 153  189  .  .  .  Note "UniProtKB FT ID: VSP_036618"
P09488  UniProtKB nat_variant_site 173  173  .  .  .  Note "K -> N"
P09488  UniProtKB nat_variant_site 210  210  .  .  .  Note "S -> T" ; ...

Note field[8] is can be very long, separated by ';'
Note "S -> T" ; Note "UniProtKB FT ID: VAR_014497" ; Note "dbSNP:rs449856" ; Link 
"http://www.ncbi.nlm.nih.gov/SNP/snp_ref.cgi?type=rs&rs=449856" ; Link 
"http://www.ensembl.org/Homo_sapiens/Variation/Explore?v=rs449856"
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Genome feature file formats: (BED)
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Mills (2014) Current Prot. in Bioinfo. 
Appendix A.1B.1-A.1B.18

BED files:
chr1 110230417 110230531 NM_146421_exon_0_0_chr1_110230418_f 0 +

chr1 110230791 110230867 NM_146421_exon_1_0_chr1_110230792_f 0 +

chr1 110231294 110231359 NM_146421_exon_2_0_chr1_110231295_f 0 +

chr1 110231669 110231751 NM_146421_exon_3_0_chr1_110231670_f 0 +

chr1 110231846 110231947 NM_146421_exon_4_0_chr1_110231847_f 0 +

chr1 110232892 110232988 NM_146421_exon_5_0_chr1_110232893_f 0 +

chr1 110235827 110236367 NM_146421_exon_6_0_chr1_110235828_f 0 +

chr1 110230417 110230531 NM_000561_exon_0_0_chr1_110230418_f 0 +

chr1 110230791 110230867 NM_000561_exon_1_0_chr1_110230792_f 0 +

chr1 110231294 110231359 NM_000561_exon_2_0_chr1_110231295_f 0 +

chr1 110231669 110231751 NM_000561_exon_3_0_chr1_110231670_f 0 +

chr1 110231846 110231947 NM_000561_exon_4_0_chr1_110231847_f 0 +

chr1 110232892 110232988 NM_000561_exon_5_0_chr1_110232893_f 0 +

chr1 110233075 110233186 NM_000561_exon_6_0_chr1_110233076_f 0 +

chr1 110235827 110236367 NM_000561_exon_7_0_chr1_110235828_f 0 +

chr start stop name score strand
0-based 1-based   (len = stop – start)

BED (Browser Extensible Data) format:
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Mills (2014) Current Prot. in Bioinfo. 
Appendix A.1B.1-A.1B.18

Column Field Description

1 Chromosome Chr1, chr2… chrX or scaffold

2 Start Zero based start of feature

3 Stop One based end of a feature, not inclusive

4 Name Name displayed in the genome browser

5 Score 0-100

6 Strand “+” or “-“

7 thickStrand Beginning of thick band in browser

8 thickEnd End of thick band in browser

9 itemRGB Colors the feature using RGB codes

10 blockCount Number of block in the BED line

11 blockSizes Comma separated list of block sizes

12 blockStarts Comma separated list of block positions relative to the Start
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Genome analysis pipelines
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Mills (2014) Current Prot. in Bioinfo. 
Appendix A.1B.1-A.1B.18

Short Read Aligner
BWA, Bowtie

SAM/BAM
Alignment

Tool specific files:
 – indexed genomes
 – chromosome sizes
     (BED files)

FASTA
Genome Raw Reads

FASTQ

Peak Finder
MACS, CisGenome, ZINBA

BED
Peak Location
(Enrichment)

SAM/BAM
Aligned reads

Treatment
SAM/BAM

Aligned reads

Input

Initial read mapping
Feature (peak) finding

Genome data (UCSC table browser)

fasta.bioch.virginia.edu/biol4230 10
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What is a genome “feature”?
• Genes: exons, introns, UTRs, promoters
• Conservation
• Genetic variation
• Transposons
• Origins of replication
• TF binding sites
• CpG islands
• Segmental duplications
• Sequence alignments
• Chromatin annotations
• Gene expression data
• …
• Your own observations: put them in context

Genome “features”
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Overlaps, closest, merge…

Scale
chr1:

FAF1
CDKN2C
CDKN2C

SNPs (131)

RepeatMasker

10 kb
51425000 51430000 51435000 51440000 51445000

RefSeq Genes

CpG Islands (Islands < 300 Bases are Light Green)

Simple Nucleotide Polymorphisms (dbSNP build 131)

Repeating Elements by RepeatMasker

CpG: 61 CpG: 145 CpG: 60

What is genome arithmetic?
“Set theory on the genome”
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Answerable questions
• Closest gene to a ChIP-seq peak.
• Is my latest discovery novel?
• Is there strand bias in my data?
• How many genes does this mutation affect?
• Where did I fail to collect sequence coverage?
• Is my favorite feature significantly correlated 

with some other feature?

An annoying wealth of formats

• BED
• BEDGRAPH
• WIG
• GFF
• VCF
• SAM/BAM
• …

• chrom
• start position
• end position
• name / label 
• score / value
• strand
• other

Standard attributes

No standards: Some formats use 1-based coordinates, while others use 0-based
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Scale
chr21:

Human mRNAs

Rhesus
Mouse

Dog
Elephant

Opossum
Chicken

X_tropicalis
Zebrafish

SNPs (131)

L1MB7
MLT1C

AluJb
MER115

L2a

T
TGTCTAGCTAAGG...

TCCTTCCC
CCTTCCTTCCCTC...
CTTCCCTCCCTCC...
TTCTCTCTTTCTC...

TCTTTC
TCTCTTTCTCTTT...
CTCTTTCTTTCTC...

TCTTTCTCTT
CACCATTACCTGT

ATTCATGTTC
CCTCAGGCTTCTT...

GGCTGCTGCTGTG...
GTGGCTGCTGCT
GGCTGCTGCTGC

10 kb
33025000 33030000 33035000 33040000 33045000 33050000

RefSeq Genes

Human mRNAs from GenBank

CpG Islands (Islands < 300 Bases are Light Green)

Placental Mammal Basewise Conservation by PhyloP

Multiz Alignments of 46 Vertebrates

Simple Nucleotide Polymorphisms (dbSNP build 131)

Simple Nucleotide Polymorphisms (dbSNP build 130 - Provisional Mapping to GRCh37)

Fragments of Interrupted Repeats Joined by RepeatMasker ID

Simple Tandem Repeats by TRF

Microsatellites - Di-nucleotide and Tri-nucleotide Repeats

SOD1 SCAF4
SCAF4
SCAF4

CpG: 91

rs13048867
rs13048055

rs2173962
rs56034103
rs35870939

rs9984220
rs28840524

rs7282101
rs71193137

rs7283133
rs11701598
rs73349638

rs68153862

rs35948517
rs72266230

rs9980240

rs9980342
rs13046589

rs73349639

rs202445
rs71224798

rs71949735
rs73349641

rs11325054

rs6517049

rs34288111

rs60396136
rs11422260
rs67108702
rs34342865

rs35325578

rs11909852
rs7275825
rs73199601

rs7276105
rs202446
rs28441053
rs71953865
rs11910864
rs28653218
rs28530700
rs11910865
rs73199602

rs202447
rs8132524

rs11910115
rs36233091
rs36233090
rs36232792

rs10522934

rs36232791

rs17881711

rs17886051
rs35984269
rs60229153
rs17881274
rs36232793
rs17882503
rs17886748

rs17882997
rs36233089

rs17883296
rs36233087
rs36233086

rs17878855
rs7277748

rs17881581
rs16988395
rs17885940

rs17881180
rs17884260
rs36092510

rs6650814
rs4816405

rs17884040
rs17881415
rs17880795

rs17881051

rs17880326
rs17885219

rs17886658
rs17882967

rs17883270

rs17878802

rs17881807

rs7510525

rs17880208

rs4998557
rs17880227

rs4816406
rs17884233
rs16988404

rs11556621
rs1804450
rs36060566
rs10432782

rs17884057
rs17880490
rs17881671

rs17886025
rs12482567
rs17881254
rs17883461
rs17886606
rs17882986

rs17883222

rs9967983

rs11567845
rs17881135
rs17880439

rs17885303
rs10708722

rs34595699
rs8133032
rs17884464
rs17883733

rs17883998
rs17885833

rs2234694

rs17885634
rs17880318
rs71761622

rs2070424

rs11556619
rs11556620
rs17886692

rs3216079

rs17883234
rs11567846

rs4816407

rs17881732
rs1041740

rs35497195
rs17881296

rs11307260
rs17884448

rs4817420

rs35816372
rs35856206
rs17884462

rs17880044

rs35008456

rs1804449

rs1804447

rs15012

rs11556622

rs41391245

rs1804448

rs1050089
rs1050098

rs11930

rs16988412
rs17880487

rs34075558

rs34576531

rs34871028

rs17881599

rs17880135
rs17881203
rs17883442

rs17883691
rs2833474

rs17883205

rs17881429

rs10470162
rs17880874
rs12626475
rs17880394
rs17884391

rs10544757
rs59709367

rs16988413

rs62222946

rs71772238
rs71789208
rs71714698

rs11910269
rs73903115

rs73201505
rs73201506

rs35938166

rs12152067

rs2833475

rs73351368

rs202448
rs202449

rs59988850
rs73351372
rs16988418
rs34824103

rs2833476
rs58100536
rs17660446

rs202450

rs72166817

rs73201508

rs73351374

rs73201509
rs2833477

rs66724284

rs9305467
rs59555802

rs202441
rs16988427

rs34962278
rs34212739

rs73351380

rs2833478

Mammal Cons
4 _

-4 _

Why?
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ENCODE: The human encyclopaedia. 
Nature 489, 46–48 (2012).

http://www.nature.com/nature/journal/v489/n7414/pdf/nature11247.pdf
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http://www.nature.com/nature/journal/v489/n7414/pdf/nature11247.pdf

How?
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Searching for overlaps
• Brute force: loop over all N features
– Can be tragically slow when N is large

• Build a “tree”
– R-tree
– NCList
– UCSC “binning” algorithm

• Extend the sort & “merge” algorithm
–Widely used to “join” database table

Brute force: slooooow

foreach fA in file A 
{

foreach fB in file B
{

does fA overlap fB?*
}

}

* When A and B contain many features, the answer will be NO the vast majority of the time.
This means most of the processing is spent NOT finding features that overlap.
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





Human chrom 1: ca. 250 Mb

16kb
128kb
1Mb
8Mb
64Mb
512Mb

Narrow the search space w/ “binning”
the UCSC genome browser approach

Narrow the search space w/ “binning”
the UCSC genome browser approach







Human chrom 1: ca. 250 Mb

16kb
16 17 18 19 20 21 22 23 24 25 26 27 28 29 31 32128kb

8 9 10 11 12 13 14 151Mb
4 5 6 78Mb

2 364Mb
1512Mb

and so forth…
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A toy example
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Available tools for GA
UCSC Genome Browser
Galaxy
BEDTools

UCSC Genome Browser
http://genome.ucsc.edu/cgi-bin/hgTables?command=start
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BEDTools
https://github.com/arq5x/bedtools2

BEDTools supports common GA 
operations and common formats
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BEDTools + UNIX
Real world usage

Find SNPs that have the potential to 
alter gene expression regulation by 
affecting methylation at CpG islands.
(restrict to chrom 1)
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Step 1: Get annotations
• Single-nucleotide polymorphisms (SNPs)
• CpG islands
• Genes

SNPs from dbSNP via UCSC

“snps.bed”
N = 2,064,872
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CpG islands via UCSC

“cpg.bed”
N = 2,463

Problem: No name and no strand in the output.  Let’s fix it...

The awesome power of awk
• written in 1977 by Alfred Aho, Peter Weinberger, and Brian 

Kernighan
• Similar constructs as Perl ($1, $2, $3, etc.)
• Typically used for filtering, summarizing, or reorganizing files.
• “One liners”, used on files or “streams”
• awk '{print "Hello World!\n"}’ (Print “Hello World!”)
• awk ‘$2 >= 30’ foo.txt (Get lines in foo where 2nd col. is g.t.e. 30)
• awk ‘{print $3,$2,$7,$1}’ foo.txt > foo.reordered.txt
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The awesome power of awk

Use awk to fix cpg.bed

Problem: No name and no strand in the output.  Let’s fix it...
awk '{OFS="\t"; print $1,$2,$3,"cpg_"NR,$4,"+",$5}' cpg.bed > cpg.full.bed
mv cpg.full.bed cpg.bed

OFS – output field separator; NR – record number
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Genes via UCSC

“genes.bed”
N = 3,665

Find SNPs that have the potential to 
alter gene expression regulation by 
affecting methylation at CpG islands.
Let’s put it all together by using BEDTools
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Step 1: Find SNPs in CpG islands
# How many SNPs are there on chrom 1?
wc –l snps.bed
2064872
# Find SNPs that overlap CpG islands using intersectBed
bedtools intersect –a snps.bed –b cpg.bed –wa > 
snps.cpg.bed
# How many SNPs overlapped a CpG island?
wc –l snps.cpg.bed
14974

So, 0.7% of the SNPs were in CpG islands.  Is this sensible? 

BEDTools typically puts the second file in memory, and reads 
the first file line-by-line, so put the smaller file second.

-wa report the intersecting –a region, 
normally, only the intersection is reported

Step 1: Find SNPs in CpG islands

# How many SNPs are there on chrom 1?
wc –l snps.bed
2064872
# Find SNPs that overlap CpG islands using intersectBed
bedtools intersect –a snps.bed –b cpg.bed –wa > snps.cpg.bed
# How many SNPs overlapped a CpG island?
wc –l snps.cpg.bed 
14974

So, 0.7% of the SNPs were in CpG islands.  Is this sensible? 
# How much of chrom1 do the CpG islands occupy?
awk '{sum+=$7} END{print sum}' cpg.bed
1881629

1,881,629 / 249,250,621 = 0.75%
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Step 2: Find TSS/promoter CpG islands

Scale
chr1:

FAF1
CDKN2C
CDKN2C

SNPs (131)

RepeatMasker

10 kb
51425000 51430000 51435000 51440000 51445000

RefSeq Genes

CpG Islands (Islands < 300 Bases are Light Green)

Simple Nucleotide Polymorphisms (dbSNP build 131)

Repeating Elements by RepeatMasker

CpG: 61 CpG: 145 CpG: 60

We want to make sure the CpG is near the start of a gene

Step 2: Find TSS/promoter CpG islands
use “window” from BEDTools

bedtools window -l 10000 -r 0 -sw -a genes.bed -b cpg.bed | \
cut -f 13-19 | \
sort | \
uniq > cpg.gene_impact.bed

-l (add to left coordinate)
-r (add to right coordinate)
-sw (add/substract based on strand)

By default, bedtools window adds 1000 bp upstream and downstream of each A 
feature and searches for features in B that overlap this “window”. If an overlap is 
found in B, both the original A feature and the original B feature are reported
(expands window for intersection, produces more columns):

$ cat A.bed
chr1  100  200
$ cat B.bed
chr1  500  1000
chr1  1300 2000
$ bedtools window -a A.bed -b B.bed
chr1  100  200  chr1  500  1000
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Step 3: Find  SNPs in TSS/promoter CpG islands
use intersectBed from BEDTools

bedtools intersect -a snps.cpg.bed -b 
cpg.gene_impact.bed > snps.cpg.gene_impact.bed

Step 3: Find  SNPs in TSS/promoter CpG islands
use intersectBed from BEDTools

bedtools intersect -a snps.cpg.bed -b 
cpg.gene_impact.bed > snps.cpg.gene_impact.bed

What types of SNPs are they? E.g., AèG, GèT 

grep -v "\-" snps.cpg.gene_impact.bed | \
cut -f 7 | \
sort | \
uniq -c
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BEDTools
• Genome file types/formats
– format types
– BED files

• Overview of genome features
• Genome arithmetic
– approaches
– UCSC "binning" algorithm

• Introduction to BEDtools
– intersection / window / many more

Analysis of transcription regulation
1. Affy-chip/RNA-seq for RNA expression 

levels
2. Identify differentially expressed genes 

(edgeR, DESeq2)
– (possibly) identify subsets of genes 

associated with different pathways
3. Isolate regions of DNA around (pathway-

specific) coordinately expressed 
(induced) genes
– BEDtools

4. Take collections of candidate regulatory 
regions and look for common DNA motif
– meme, HOMER

fasta.bioch.virginia.edu/biol4230 60


